
Stage 1: Pre-training with
Textual Preference Data

Stage 2: Fine-tuning with Image
Caption-based Preference Data

Stage 3: Fine-tuning with
Visual Preference Data

Instruction: Can you determine the miss-
ing number in the sequence: 2, 6, 14, 30,
62, ?

Chosen Response: The missing number in
the sequence is 126.
Rejected Response: The sequence is 6.

Instruction: Describe the image in detail.
Image Caption: There are four mangos-
teens, one of which has been cut open.
Chosen Response: There are several man-
gosteens on a wooden table.
Rejected Response: This is a dark fruit,
possibly a variety of pitaya.

Chosen Response: There are several man-
gosteens on a wooden table.
Rejected Response: This is a dark fruit,
possibly a variety of pitaya.

Instruction: Describe the
image in detail.

Bridging Task Gap Bridging Modality Gap

Figure 28: An overview of the multi-stage training approach for visual reward models.

images are encoded into representations that are either concatenated with instruction embeddings or
integrated through cross-attention mechanisms into the LLM. In practice, this subtle difference does not
significantly affect the applicability of RL algorithms to VLMs. As a result, the RL training process for
LLMs, as described in Section 3, can be seamlessly adapted to train VLMs without major improvements
(Yu et al., 2024a; Wang et al., 2024a; Zang et al., 2025; Ji et al., 2025).

However, training VLMs with RL is not a low-hanging fruit in practical applications. This is because it
typically encounters the challenge of training a visual reward model due to the scarcity of high-quality
visual preference data. One straightforward approach to address this issue is to generate visual preference
data through the automatic preference data generation method described in Section 4.1.1 (Yu et al., 2024b).
Another alternative is a multi-stage training approach for the visual reward model, motivated by a simple
idea: human preferences are well captured in text, and these preferences can be transferred across modalities
(Wang et al., 2024a). By leveraging textual preference data, this approach reduces the dependence on visual
preference data in training a visual reward model. More specifically, as illustrated in Figure 28, we can
train a visual reward model in the following three stages:

• Stage 1: pre-training with large-scale textual preference data. Given the transferability of human
preferences across different modalities, we can begin by using large-scale textual preference data to
pre-train the visual reward model. Note that the projector parameters are frozen without images.
This stage can be considered as providing a stronger starting point for training the visual reward
model, as it enables the model to pre-learn general human preferences.

• Stage 2: fine-tuning with image caption-based preference data. Pre-learned human preferences
cannot be directly applied to vision tasks due to both task gap and modality gap. To bridge the task
gap, we fine-tune the reward model using image caption-based preference data in this stage. The
rationale behind this approach is that general textual preference data does not cover vision-specific
tasks, such as “Please describe the content in this image”. We use such data to fine-tune the model,
adapting it to vision-specific tasks. The projector parameters are frozen at this stage.

• Stage 3: fine-tuning with small-scale visual preference data. To further bridge the modality gap,
we use visual preference data in the final stage to train the model. Note that in this phase, we also
train the projector parameters.

In this process, not all preference data may align with the preferences used in subsequent phases, potentially
leading to preference conflicts. We can enhance the visual reward model through data selection techniques,
such as LESS (Xia et al., 2024) to address this. In fact, preference transfer is effective across modalities and
has also been shown to work across different tasks and languages (Cheng et al., 2023; Wu et al., 2024).
Interested readers can refer to these papers for more detailed discussions of these topics.
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